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Abstract— The RIPE NCC has been active in the field
of active measurements for the last 4 years. As a research
project, it has implemented the IETF RFC’s 2679 [1] and
2680 [2] on One Way Delay and Loss Measurements in a
device called a “test-box”. This device is described in this

paper.

As the RIPE NCC is a service organization for Internet
Service Providers (ISP’s), any research project will eventu-
ally have to be turned into a regular service for that com-
munity. For the One Way Delay and Loss Measurements,
this happened in October 2000 with the introduction of the
Test Traffic Measurements. In the second half of this paper,
we discuss the practical aspects of providing active measure-
ments as a regular service to ISP’s.

I. INTRODUCTION

The RIPE NCC has been active in the field of active
measurements for approximately the last 4 years with the
“Test Traffic Project”, later renamed to “Test Traffic Mea-
surements” [3] (TTM).

During this period, a measurement device, a so-called
“test-box”, implementing the IETF RFC’s 2679 [1] and
2680 [2] on one way delay- and loss measurements has been
developed. The test-boxes are described in more detail in
sections V and VI.

During the development phase of the Test Traffic Pro-
ject, the RIPE NCC installed a limited number of test-
boxes in collaboration with volunteers at various Internet
Service Providers (ISP’s). These volunteers are usually in-
terested in performance measurements and are prepared to
spend considerable amounts of effort in order to install and
maintain test-boxes.

However, as will be discussed in detail in section II, the
RIPE NCC is a service organization for ISP’s in Europe and
surrounding areas. Any research project therefor eventu-
ally will have to be made available to the entire Internet
community. The RIPE NCC Test Traffic Project made this
transition in October 2000 and is now being offered as a
service to all interested ISP’s.

Contrary to the pilot users, this second generation of
users is only interested in the results of the measurements.
They prefer a “plug and play” solution for the measurement
device. In the second half of this paper, we discuss several
aspects related to providing active measurements to third
parties, such as:

o Deployment and maintenance of a large number of GPS
clocks (section VI-D).
« Data collection and bulk processing (section IX).

* RIPE NCC — New Projects Group, Singel 258, 1016 AB Amster-
dam, the Netherlands.
f To whom correspondence should be sent, email: henk@ripe.net.

o Presentation of the result in a way understandable to the
general public (section X).
« Notification about unusual network conditions. Most
ISP’s lack the time to routinely scan a large number of
plots but do like to be notified about unusual conditions
before their customers complain (section XI).
The paper ends with an overview of expected future devel-
opments for the TTM service.

In order to successfully introduce a service, one also has
to deal with certain marketing and commercial aspects.
However, these are beyond the scope of this paper.

II. ABout THE RIPE NCC

The RIPE NCC (Reseaux IP Europeen Network Coor-
dination Center) [4], [5] was established as a not-for-profit
membership organization 1992. The goal of the organi-
zation is to provide services for the benefit the IP-based
network operators in Europe and surrounding areas; pri-
marily activities that the ISP’s need to organize as a group,
although they may be competing with each other in other
areas. At the moment, the RIPE NCC has about 2,600
members comprised mainly of ISP’s, telecommunication
organizations and large corporation representing 109 coun-
tries.

As the RIPE NCC is a service organization, it must ob-
serve strict neutrality and impartiality with respect to in-
dividual members. In particular it refrains from activities
that are clearly in the domain of the ISPs themselves.

One of the areas of activity of the RIPE NCC is called the
“New Projects Group” (NP). The mission of the NP Group
is to investigate ideas that are of interest to membership
and turn them into products and services that can be used
in day-to-day operations.

In 1997, the RIPE NCC membership expressed in an
interest in performance measurements of (primarily) the
inter-provider networks between the various providers.
This resulted in the start of the Test Traffic project [3],
a research effort to investigate the possibility of doing one-
way delay and one-way loss measurements between sites.
When it became clear that these measurements can be re-
liably done on a large scale, the project was turned into
the Test Traffic Measurement service (TTM). The techni-
cal aspects of this service are described in this paper.

I1I. GOALS OF THE TEST TRAFFIC MEASUREMENTS

The main goal of the Test Traffic Measurements is to do
performance measurements according to well-defined and
scientifically defendable standards set forth by standards
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Fig. 1. Overview of the setup of the measurements.

bodies such as the IETF. When then work on this project
started, the IETF had just formed the IP Performance Met-
rics Working Group [6] (IPPM-WG) to discuss the relevant
metrics. The working group was discussing a framework
document [7] as well as several metrics. At the time, it
looked as if the metrics for one-way delay [2] and one-way
packet loss [1] would be finished first and it was therefore
decided to concentrate on implementing those first, with
additional measurements to be added as the metrics be-
came available. Additional design goals were:

o One way measurements: As more and more routing in
the Internet is a-symmetrical (that is, a packet traveling
from A to B, is taking a different path than one traveling
from B to A), this is necessary to in order to find effects
that occur in only one direction.

o A dedicated measurement infrastructure: We decided
not to rely on any existing infrastructure, in order to be un-
der full control of measurement device. The measurement
device should be a black box in order to avoid tampering
with the device by the sites using it. The measurement
device was later called a “test-box”.

o Active Measurements: The measurement devices should
generate their own traffic and not rely on packets from
other sources. On one hand, this gives better control of
the measurement data, on the other hand, this removes all
privacy concerns related to snooping customer data.

o Traffic generated for the measurements should resemble
“real” traffic as much as possible, in order to make it hard
to give the measurement traffic a preferential treatment.
ICMP-based techniques, such as the ping program, were
therefore out of the question, as many routers treat this
differently from UDP or TCP traffic.

¢ Inter-provider networks only: Even thought the tech-
niques discussed in this paper can be used for the inter-
nal networks of the providers, measuring them outside the
scope of the work done by the RIPE NCC

o Scientifically defendable measurements according to well
defined standards, done independent of the providers: as
these measurements are expected to be used to verify ser-
vice level agreements, it is essential that the results reflect
actual network performance.

IV. OVERVIEW OF THE TTM SETUP

Figure 1 gives an overview of the general setup of the
measurements.

The network of each ISP can be considered to consist
of an internal network that connects the machines at that
site. This network is connected to a border router. This
router is connected to the global Internet infrastructure,
consisting of networks operated by several carriers.

Traffic originating from a machine at ISP A with a des-
tination at ISP B, will travel through the Internal network
of that ISP until it reaches the border router. It will then
travel through the global Internet and eventually reaching
the border router of ISP B. Finally, it will travel through
the network of ISP B until it reaches its destination. There
are often more paths possible between ISP A and B, which
one is selected depends on routing policies.

In order to measure delay and loss between those two
ISP’s, measurement devices (“Test-boxes”) are installed
near the border routers of ISP’s A and B. The test-box
at A will send packets to the machine at B. When one
time-stamps these packets when they leave the test-box at
A, and time-stamps the packet again when it arrives at B,
one can determine the delay by subtracting the two times.
This, of course, requires that the two clocks on the test-
boxes are synchronized, how this is accomplished will be
discussed in section VI. Packets may be lost while travel-
ing from A to B. By counting the number of packets that
were sent and arrived, one can determine the fraction that
was lost. To determine the path (or route) that a packet
took, one can use the well-known trace route program.

This process can be reversed to measure in the other
direction as well as being repeated to measure to other
destinations.

Because these are one-way measurements, the informa-
tion about the measurements is scattered over the two
“test-boxes”: the sending box only has information about
the packets that were sent, the receiving box only has in-
formation about the packets that arrived. In order to get
the full picture, one will have to collect the information at
a central point. These are the machines at the RIPE NCC
shown in the bottom of figure 1. They collect the informa-
tion and present it to the audience as plots and tables of
results.

These machines also control the experiment. They send
the necessary configuration data to the test-boxes (for ex-
ample: how often should one do a measurement), start and
stop the measurement processes and act as a repository for
the measurement software.

V. TEST BoXx HARDWARE

The TTM test-boxes, shown in figure 2 consist of a
machine with either a 200 MHz Pentium, a 233 MHz
Pentium-II or a 300...500 MHz Celeron processor. The
machines have 32 to 256 Mbyte of memory and an addi-
tional 100...1000 Mbyte of swap-space.

The machines are equipped with 2 hard-disks, each with
a capacity of 4 to 10 Gbyte. The disks are mounted on
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Fig. 2. E ample of a RIPE NCC TT test-bo .

removable, though not hot-swappable, disk trays. One
4 Gbyte is sufficient to hold the operating system, mea-
surement software and about one month worth of data.
The system will boot from this disk. The second disk is
used as a back-up. A process copies the entire first disk
to the second disk at regular intervals. In case of a failure
of the first disk, an operator can unplug the broken disk,
put the second disk in its place and reboot the machine.
The machine will be ready to take measurements again in
a matter of minutes.

Experience shows that even on the slower machines and
when measuring to 50 or so destinations, only a small per-
centage of the CPU-cycles is being used and that most of
the time, the swap space is not being used. It is therefore
unlikely that the measurements are being affected by a lack
of system resources. The reason that machines with more
capacity have been bought are two-fold: first of all, the
slower hardware is not available anymore. Secondly, the
additional capacity will allow us to do other measurements
with the machines in the future.

The machines are also equipped with a GPS clock, as
discussed in section VI. The operating system of the ma-
chines is FreeBSD, for reasons discussed below.

VI

In order to time-stamp packets, one needs a clock that
can be read out by the computer and provides time with
sufficient precision for this application. We require a pre-
cision in the measurements that is at least one order of
magnitude better than typical network delays. As net-
work delays range are typically of the order of 1 to several
100 ms, this translates into a clock that provides time with
an accuracy of 0.1 ms or better.

One simple approach might be to connect the PC to
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Fig. . Schematic overview of the implementation of the s stem clock

on most ni s stems.

a clock that can be read out over the bus and provides
the time with enough accuracy. However, these devices are
expensive and require special driver software. Also, reading
those devices over the bus literally takes time. The latency
introduced here depends on the load of the PC-bus.

We have therefor selected another approach: enhance
the Unix clock mechanism such that the kernel can provide
time stamps with the required accuracy.

In order to describe this approach, we first have to de-
scribe the principles behind the Unix time-keeping mech-
anism. The implementation is described in sections VI-B
and VI-C.

On most Unix systems, the system clock, see figure 3,
an oscillator giving interrupts with a rate of approxi-
mately 100 Hz. and a clock counter. The clock counter
( truct ti e a ) has 2 registers, one for the number of
seconds (t - ec) and one for the number of microseconds
(t u ec).

The clock counter was set to 0 on anuary 1 , 1970, the
start of the Unix era. For each interrupt, the system kernel
increases the value of the microsecond counter t _u ec by
the time elapsed between 2 interrupts, 10 ms for a 100 Hz
oscillator. The amount added to the clock for every inter-
rupt is stored in the system-variable tic . The counter
t _ ec is incremented whenever t _u ec contains a full
second.

The system-call getti eo a can be used to read
out the counter structure, it returns the number of sec-
onds since the start of the Unix era and this value can
be converted into the time of day with simple arithmetic.
However, the fact that the counters are incremented once
every 10 ms means that the the intrinsic accuracy of the
system clock cannot be better than 10 ms.

If the clock is running too fast or too slow, this can be
adjusted by reducing or increasing the time added for each
interrupt. This correction is stored in the system-variable
tic a ,asystem-calla ti e isavailable to access this
variable.

The BSD implementation of the system clock, see fig-
ure 4, improves on this mechanism. The hardware oscilla-
tor is still used to give the kernel interrupts with a rate of
100 Hz as before but each interrupt will also start a High
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Frequency Counter. This is an Intel 8254 programmable
timer chip. It counts at a rate of 1.193 MHz 0.84 s.

When the user of the machine wants to know the time,
the system-call getti eo a  will alsoread out the High
Frequency Counter using a system-call icroti e . This
returns the number of 0.84 s intervals since the main
counter was last incremented and thus increases the clock
accuracy to approximately 1 s.

While this does improve the accuracy of the clock, this
mechanism does not synchronize the clock to any absolute
time standard nor does it guarantee that the clock will run
at the right speed. If, for example, the hardware oscillator
runs at a slightly higher speed than 100 Hz, the kernel
will increase the Clock Counter too often and the system
clock will appear to run too fast. It would be easy to
adjust for this if the hardware oscillator always ran at the
same speed but, in practice, the frequency of the hardware
oscillator strongly depends on environmental conditions, in
particular the temperature of the crystal.

The next step is therefore to synchronize the clock to an
absolute time standard and then keep it running at exactly
the right speed. To accomplish this, one needs an external
clock source, that provides an initial value for the time as
well as “clock-ticks” at regular intervals.

One option for this is to use a GPS receiver (Global
Positioning System). Why we choose GPS over the other
options will be discussed in section VI-C, for the time be-
ing it is sufficient to know that GPS receivers can provide
ASCII strings with the current time as well as a Pulse Per
Second.

The ASCII strings are sent once every second and contain
the time in a readable format. They can be used to set the
Clock Counter to the GMT time with an accuracy of 0.5 s.

The PPS signal is controlled by the atomics clocks con-
trolling the GPS system and are sent has an accuracy of
100 ns. This signal can be used to drive a flywheel con-
struction.

One way to implement a flywheel construction, is called
a Phase ocked oop (P ). The theory of a P is
quite complex, a thorough explanation can, for example,
be found in reference [8].

For the purpose of this paper, it is sufficient to know
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clock with a GPS receiver and a Phase ocked oop.

that the P will compare the arrival time of the pulses
from the GPS system with the value of the Clock and High
Frequency Counters. It then produces a signal that is pro-
portional to both the time and phase difference between
the two. This is shown schematically in figure 5.

This signal can be used to adjust the amount of time
added to the Clock Counter for every interrupt. If the
hardware oscillator appears to run too fast or the time
in the Clock Counter is ahead of the time from the GPS
system, then less time will be added to the Clock Counters
for every interrupt. if the oscillator runs too slow or the
time in the Clock Counters is behind the time from the GPS
system, then more time will be added for every interrupt.

The result is that, after a while, the value of the Clock
Counter will be synchronized to the time from the GPS
system with an accuracy of several . Synchronized here
means that they run at the same speed and that there is no
phase difference between the two, or, in other words, both
clocks “tick” at the same time.

The P can be implemented entirely in software and
code is available for several Unix flavors including FreeBSD
and inux. The code for the P has to be part of the sys-
tem kernel code in order to have it running uninterrupted
at the highest priority levels.

A property of a P (or any other “flywheel” construc-
tion) is that it maintains its sense of time over a long
period. On the one hand, this has the advantage that a
small glitch in the PPS or a small temperature change in
the system hardware will not immediately affect the sys-
tem clock synchronization. On the other hand, it has the
disadvantage that once the clock becomes unsynchronized,
it will take time before the clock is synchronized again.
While the clock is being synchronized, the value read out
by getti eo a  will drift around the GMT time value.
This drifts are unpredictable, vary from machine to an-
other depending on the local conditions but are small and
can usually be ignored.

However, this does not work in situations such as ours
where the values of 2 clocks are compared. The two clocks
drift independently around the GMT value, and it will ap-
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Fig. 6. Interface module for the Trimble Palisade GPS receiver.

pear as if the time difference between the two clocks varies
as a result of the synchronizing mechanism. Fortunately,
the NTP software keeps the current difference between the
system- and GMT time in its data structures. Our software
includes a new system call get pp ti e that adds this
difference to the the time read-out by getti eo a
in order to obtain the best possible estimate of the GMT
time.

The phase-locked loop is available as kernel level code
for various operating systems including FreeBSD (version
2.2.x and higher) and inux. The code to control the P
as well as read the signals from the reference clock, can
be found in the xntpd daemon of the NTP [9] package.
The system call get pp ti e has been developed in
house. The clock drivers for the GPS clocks described in
section VI-D have also been developed in house.

All code is run at the kernel level, at the highest priority,
in order to ensure that time-keeping is not distorted by
interrupts from other processes.

As we wrote before, in order to synchronize the internal
clock of the test-box, one needs an external clock source.
This clock source should provide a time-stamp to set the
clock to the right initial value as well as regular updates
(“clock ticks”) to keep the clock running at the right speed.

This can be done in software using the NTP protocol [10].
Using this protocol, the PC sets up a connection with a
reference time-server available at several places on the In-
ternet. It then queries the time-server for the current time
at regular intervals and synchronizes the clock.

The advantage of this approach is that clock synchro-
nization can be done with (free) software and no additional
hardware.

However, the accuracy that can be obtained depends
strongly on the presence of suitable time-servers near the
box and, unfortunately, there are only a few such servers

available in the area served by the RIPE NCC. The accu-
racy that can be obtained also depends on the stability of
the network between the test-box and the time-server, an
unstable network will lead to inaccurate clocks and thus
inaccurate measurements. However, when the network is
unstable, then one typically wants the most accurate re-
sults.

The solution to this problem, is to provide an accurate
time-source that is independent of the Internet and syn-
chronize the test-boxes to that source.

For our set-up, we have decided to use the Global Po-
sitioning System, a satellite navigation system developed
by the US Department of Defense. The GPS system con-
sists of 24 satellites that continously broadcast a time- and
position-signal. From these signals, a receiver can calculate
its position and extract a clock-signal with an accuracy of
about 100 ns. GPS has the additional advantages that
the signals are available everywhere on the earth, and that
the receivers are relatively cheap and can automatically
run without operator control. Other solutions have been
studied as well [11], but neither of them combined these
advantages. A disadvantage of GPS is that it requires an
antenna. This antenna has to be mounted outside, in a
place where it can see approximately half the sky.

For the first series of test-boxes, we used the Motorola
Oncore-VP [12] GPS receiver. This is a cheap (250, in
1997 1998) and small (80 50 mm ) unit that, after it has
been at a stationary position for a few hours, can provide a
PPS with an accuracy of 100 ns. This is about as accurate
as the most expensive receivers that were then (1997 1998)
on the market. The Motorola receiver needs an interface
to provide it with the necessary power and to convert the
output signals to levels that can be read by the COM-port
of a PC. Such an interface board has been designed by
TAPR [13]. The cost of the entire clock unit was around

500 per box and could easily be mounted inside a PC.

While this was a good solution from both a technical
as well as an economic point of view, it suffered from one
major disadvantage: the antenna had to be connected to
the receiver using coax cable and the cable lengths were
limited to about 12 m for regular RG-58 coax cable or
50 m for low-loss coax cable such as Aircell-7.

In practice, these maximum cable lengths were often too
short. A fair number of ISP’s have their machine rooms
in the basements of building require long cables until one
reaches a spot where one can see the sky. Also, installing
low-loss coaxial cable is a non-trivial exercise that often re-
quires the help from an external contractor at considerable
cost.

For these reasons, we started to look for a solution where
the cable length between GPS antenna and test-box could
be at least several hundred meters and found the Trimble
Palisade [14] GPS antenna . Here the receiver and antenna

Trimble has meanwhile replaced the Palisade b the Acutime2000.
The latter unit o ers the same functionalit and can be used as a
replacement for the Palisade.
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have been put in a single unit. The unit produces signals
at the RS422 level that can be transported over at least
250 m of regular and easy to install CAT5 cable.

In order to convert the RS422 signals to RS232 signals
that can be read by the COM-port of the test-boxes as well
as to provide power for Trimble units, an interface has been
designed. This module is shown in figure 6.

The Trimble antenna needs 8 wires for power and con-
trol, this is the same as the number of wires in CAT5 cable.
Since CAT5 cable has usually been installed in most mod-
ern office buildings for the local AN, it will often be pos-
sible to install a test-box using the existing infrastructure.
In fact, a test at a demonstration site showed that one can
install an antenna and test-box using existing cables and
no tools, in about 30 minutes.

It is hard to measure the accuracy of the internal clock
without an expensive external source. However, one can do
an indirect measurement by measuring the network delay
for packets sent between 2 test-boxes in a situation where
the network cannot contribute to the delay.

The result of such an experiment is shown in figure 7.
Two test-boxes were connected with a short cross-cable and
used to send packets to each-other. The delays were mea-
sured for a few days. The delays fluctuate around an aver-
age value of 0.22 ms with a standard deviation of 0.008 ms.

Since there was no additional load on the network, it is
save to assume that the fluctuations are caused by random
fluctuations in reading out the clock on either end. This
suggest an error on each of the time-stamps of the order of
0.006 ms.

Another approach is to calibrate our experiment with
a similar setup. This is discussed in [15] resulting in a
somewhat higher error estimate of 25 to 50 s.

However, since network delays vary from (100) s to

(1)s, these error estimates are small and the internal clock
can be considered accurate enough for our purposes.

VII. SOFTWARE

The top level Data Flow Diagram (DFD) of the software
running on each test-box is shown in figure 8.
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Fig. 8. ata ow diagram for the software running on each test-bo .

There are 3 main processes: generate te t tra ic,
recei e te t tra ic and o traceroute. These pro-
cesses send and receive test-traffic and do traceroutes in
order to determine the path between boxes. Other pro-
cesses take care of time-keeping and control.

The send process creates packets with a configurable
length. The packets contain, amongst other information,
the source address, destination address, experimental er-
rors on the clock and a sequence number. The packets are
padded with random data, in order to avoid compression
by the networks that transfer them, something that will af-
fect the transmission time. The packets are time-stamped
by the application layer just before the data is put on the
socket and sent to another test-box. This way, we elim-
inate most delays that can be caused by other processes
using CPU cycles on the machine. The send process keeps
a record of all packets that were sent.

A configuration file determines the destinations and fre-
quency of the test-traffic to be sent during a certain mea-
surement period. This file is created by an operator at the
RIPE NCC whenever test-boxes are added or removed from
the measurement chain, then distributed to all test-boxes.

The intervals between two consecutive packets has been
randomized according to a Poisson distribution. As shown
in [16], this prevents the synchronization of the test-traffic
with other events on the Internet. The Poisson scheduling
process is run once for each pair of test-boxes for the entire
measurement, interval.

An additional requirement has been added to the sche-
duling process such that there should be an interval of at
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least 1 s between two consecutive packets that are sent
out to any destination. This slightly distorts the Poisson
distribution but prevents queuing delays when the interface
cannot write the packets to the local Ethernet. The latter
is considered far more serious.

The receiving process collects incoming packets from
other test-boxes, time-stamps them and writes the results
to a file for later analysis. As we want to measure the delay
over the network, it is essential to time-stamp the packets
as soon as they arrive on the test-box with as little software
overhead as possible.

The receiving program is based on the Packet Capture

ibrary (PCAP). On the FreeBSD operating system, this
library uses the Berkeley Packet Filter software (BPF).
BPF provides a raw interface to the data-link layer and can
access the packets as soon as they are released to the O S
by the Ethernet interface. Our receiving program time-
stamps the packets at this moment.

As will be shown in another paper [15], both the trans-
mission latency (the time between sending a packet on a
test-box and seeing it pass by on the local Ethernet) as
well as the reception latency (the time elapsed between a
packet entering the box on the Ethernet cable and it be-
ing time-stamped), are both of the order of 100 s. These
latencies are small compared to the typical network delays
that one sees on the Internet of 10 to several 100 ms.

Another process determines the routing-vectors or paths
between the boxes. This process consists of a shell around
the well-known traceroute program, firing up traceroutes
to other boxes at random times. The output format of the
traceroute program has been adapted for our purposes.

The measurement data is copied to a central machine at
the RIPE NCC at regular intervals. There it is analyzed
further, as will be discussed in section IX

VIII. S STEM ADMINISTRATION

Maintaining a network of test-boxes is in principle equiv-

alent to maintaining a cluster of Unix machines. However,
there are two additional challenges that require attention:
o The machines are installed as black boxes at remote
places. This means that an operator cannot easily walk
over to a machine and access it via the console.
e At the moment, the network of test-boxes contains about
50 nodes, with significant growth expected in 2001. This
means that tasks have to be automated as much as possible,
with only operator effort required in case of a problem that
cannot be solved automatically.

Setting up a FreeBSD system is usually done with the
aid of a boot-diskette. This diskette starts up a menu-
driven structure that allows the user to format the disks,
select a software distribution, set up the network card for
the machine as well as a few other things. After the user

has provided all necessary configuration data, the machine
will connect to a server and download all software. After
a reboot, the machine contains a standard FreeBSD setup
that still has to be expanded (for example, by adding user
accounts or software from other sources than the standard
distribution) and fine-tuned by the operator.

While this approach is flexible, it does not scale when
one wants to install a large number of test-boxes. Entering
all configuration data takes time and a single mistake can
mean that one has to start all over again. For this reason,
we have developed a dedicated boot-diskette for our specific
hardware set-up where only the data that varies from test-
box to test-box has to be entered. The software takes care
of the configuration and puts the system in a state where
the software can be installed, see section VIII-B.

This approach has the additional advantage that a local
operator, in case of a complete failure, can rebuild a test-
box from scratch with minimal assistance from the RIPE
NCC.

The software on the test-boxes is maintained in a cen-
tral repository at the RIPE NCC. This repository has 2
branches: a central branch containing the software that is
common on all boxes and a second branch containing the
machine specific files for a certain test-box. In order to
facilitate maintenance as much as possible, the number of
machine specific files has been reduced as much as possible.
In other words, most changes in the software only have to
be made in the global branch.

To distribute the software, we use the nc program.
This program synchronizes the disks of the remote test-box
against the repository over a secure connection, updating
any files that have been modified, removing old files and
installing new files. The nc command is run at regular
intervals and can also be run on demand, for example when
installing a new test-box.

In order to make sure that all the processes on the test-
box are up and running, we use the CFEngine [17] package.
This package checks if all processes needed for data-taking
as well as essential system processes (for example, sshd,
the log-in daemon) are still running on the test-box. If a
process died, it is automatically restarted.

As discussed in section V, the boxes are equipped with
2 hard disks. A process copies the contents of the primary
disk to the second disk at regular intervals. In case of a
failure of the first disk, this disk can be used to restart the
machine.

Since the software is available in a central repository, all
that will be lost is data collected since the last the disk was
copied or the data from the box was copied to the RIPE
NCC. This is considered acceptable.
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Fig. E ample of the dail plots produced for each pair of test-

bo es. This gure consists of plots: t Individual dela
measurements as a function of the time of da . r ot is-
tribution of the dela s. tt t E perimental conditions.

tt t Packet loss, show as the fraction of packets that
arrived in 15 minute intervals over the da . On the right hand
side, one can nd statistical information about the plots.

og files of the various processes are sent by email to the
operators at the RIPE NCC. As scanning log-files is a bor-
ing tasks, all processes have been set up such that they only
send email when an unusual condition occurred, in other
words “no news is good news” and the operator on duty
knows that when an email arrives, he should really look at
it. This greatly reduces the load of the TTM operators at
the RIPE NCC.

Our experience shows that with the aid of the tools, one
can operate a network of (50) test-boxes with little oper-
ator overhead. The problems that occur are usually related
to external network elements. Our estimate is that with a
crew of 3 (part-time) operators, one can run a network of
at least  (200) test-boxes. This was an important factor
when we decided to move this project to a service offered
to the entire community.

I . ATA COLLECTION AND ANAL SIS

Once a day, an analysis job is started on a central ma-
chine at the RIPE NCC. The analysis setup at the RIPE
NCC consists of a SUN CPU server (Ultra-5, to be replaced
by a 420-dual processor machine), 90 GByte of hard-disk
space and tape-robot. The disk-space is sufficient to hold
about 8 months of data online, for the current setup with
approximately 50 test-boxes and measuring between all 50
combinations. Older data will be removed from the disks.
The tape-robot can store several years of data, but when
the tapes are full, one can, of course, always replace them
by empty ones.

The analysis of the data consists of 6 steps:

1. First of all, the data is col-
lected once a day at a central point. This is necessary
for several reasons: First of all, the sending test-box only
knows which packets have been sent and which routing vec-
tors have been taken, while the receiving test-box has the
information about the packets that arrived. To combine
them, one needs the files to be in the same place. Then, it
is easier to provide access to the data if all files are stored
in the same place.

In order to facilitate the copying of the data, the measure-
ment processes described in section VII close their output
files every 2 to 24 hours, then start writing to another file.
The collection process connects itself to all test-boxes, de-
termines which files have been created or modified since
the last time it could connect to that test-box, then copies
those files to the RIPE NCC.

After all files have been copied for every test-box, the files
are copied to disk. After that, a clean-up job is started on
the test-boxes. This job removes all old data files.

2. The routing
vectors are then stored into 2 tables in a MyS ~ [18] data-
base. The first table contains one entry for each unique
combination of IP-addresses seen between two boxes. The
second table contains the interval during which a particular
routing vector was used.

MyS  has been chosen here for performance reasons. The
database can be queried interactively as well as through an
API developed in-house for this specific application. The
query returns the route that a packet took
at a certain time. This route is called most probable as
one can never be sure that a route did not change twice
between subsequent traceroutes with the same result.

3.

During this step, a program takes the list of all packets sent
by a test-box on a day. The packets can all be uniquely
labeled based on source-address, destination-address and
sequence number. It then looks in the file with all pack-
ets received by a test-box during the same period whether
there is information about the packet or not. If it is, the
program calculates the delay and experimental error on
the delay. If not, it marks the packet as lost. After that,
the program queries the database with routing vectors for
the path that the packet took as well as the
number of hops. All this information is written to an in-
termediate file.

4. In order to easily process the
results further, the intermediate file is then converted to a
ROOT-native file. ROOT [19] is an OO framework pro-
viding functionality for analyzing large amounts of data
both interactively as in batch mode. Included methods are
histogramming, fitting, visualization and further process-
ing with C code. The native ROOT file-format allows
the user to quickly select subsets of data-files or to merge
different data-sets.

The ROOT-files are the basis for all analysis done on the
data, both interactive as well as automated such as the
daily plots produced in the next step.

5. The next step is to produce a set of plots
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showing the results for each possible combination of 2 test-
boxes. An example of such a plot is shown in figure 9.
These plots give the user a quick overview of the data dur-
ing the last day, week and month. If the user wants to
zoom in to a particular problem, he can use the “plots-on-
demand” feature described in the next section. These plots
are presented on a (password protected) web page, with ac-
cess restricted to the sites actually hosting a test-box.

6. In parallel with steps 2 5, our
software generates histograms showing the number of satel-
lites seen by the GPS receiver over the last day. This is
intended for control and debugging purposes. These plots
are summarized by producing a list of the average number
of satellites seen over the last day and last month. In case
the monthly average is significantly higher than the daily
average, a message is sent to the operator. This serves as
a quick check for GPS related problems such as a broken
cable or an antenna that fell of the roof.

In order to present the latest results first, the analysis
job first does steps 2 to 5 for the files created during the
last 24 hours. Only then, it starts to process older files
and create the weekly and monthly plots. The result is
that the plots showing yesterday’s data are available early
in the morning at the start of the working day. Data files
that could not been retrieved for 7 days are collected but
never processed.

This analysis process is fully automated and automati-
cally recovers from most common errors. Operator effort is
only required to deal with errors that have not occured be-
fore and low-frequency tasks such as replacing tapes in the
tape robot. This gives the TTM-crew at the RIPE NCC
time to pursue other research interests while still provid-
ing a daily standard analysis for the test-box hosts. When
other analyses (see section XII) become mature enough to
be run on a daily basis, they can easily be added to step 5
above.

. PRESENTATION OF THE DATA

When one moves a measurement setup from an exper-
iment to a regular service, an important thing to dis-
cuss in advance with the potential customers, is the data-
disclosure policy. After all, the results give information
about networks that the owners of those networks do not
want to be distributed to third parties. It is important to
discuss those issues in advance, in order to avoid problems
when publishing the data later.

The data disclosure policy for the TTM is described
in [20] and can be summarized as follows:

« An organization hosting a test-box has access to all data
taken with the box and is free to discuss the results inside
that organization, as well as in the RIPE working groups
dealing with TTM.

o If data is published elsewhere, the publication has to be
peer-reviewed by the sites hosting the test-boxes mentioned
in the publication. A site has the right to ask data to be
withdrawn form the publication.

From 2 :51:5
To00:0 : 5 50 6 1 .0.1 ve02.
2 . .05 s10.
.0.2 fe20.
.15. BR .
5 ...11 BR.
6 . .106.111 6 .
From 00:1 :11
To 00: : 1 8 1 . .01 ve(2.
2 . .0.50 slo0.
. .0.2 fe20.
. .15 BR .
5 ...11 BR.
6 . . 106.111  tt .
From 00: 8:00
To 01:16:5 50 1 . .01 ve02.
2 . .05 s10.
. .0.2 fe20.
. .15, BR .
5 ...11 BR.
6 . .106.111  tt .

Fig. 10. E ample of the output of the routing vector tool. From left
to right, the columns show: start and end-time when this vec-
tor was being used, I of the vector, number of measurements
done during the interval, and the addresses and hostnames of
the routers in between. The source test-bo IP address . .0.2,
hostname tt02.  are not shown in the list. ata has been anon-
imi ed b replacing the rst 2 digits of the IP-addressesb  and
the domain name b

¢ The RIPE NCC is allowed to distribute an anonymous
version of the data for statistical and scientific purposes.
Results of those analyzes can be published without an in-
ternal peer review.
In practice, this policy turns out to be a good compromise
between the interest of research groups, who typically want
to know everything about the data, and legal departments,
who typically do not want to publish anything.

A consequence of this policy is, that the results in this
paper had to be anonymized.

The plots-on-demand tool is an extension of the daily
plots discussed in the previous section. Instead of gener-
ating plots for fixed time intervals, the user can, through
a web-form generate the same plots but now for arbitrary
time-intervals. This allows the user to zoom into a partic-
ular problem. The format of the plots is the same as in
figure 9.

Another web-form is available to query the data-base
with routing vectors. The user enters a pair of test-boxes
and a time-interval. This is then used to do a MyS
query and return all vectors that have been used during this
interval. An example of the output is shown in figure 10.

Changes in the routing vectors can often explain why the
median delay between two points suddenly changed. They
are also of interest when looking at the stability of routes
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Fig. 11. Illustration of the network dela alarm. Top plot: dela
between 2 test-bo es for a 2 week period. Bottom plot: dela
between those 2 bo es for the last 15 hours on arch 5. In the
bottom plot, one clearl sees a situation that di ers from the
e pected values between  0:00 and  11:00. This triggered the
alarm.

and whether the actual path corresponds with the one that
one would expect from a routing policy.

I. NETWOR ALARMS

Although the plots discussed in the previous section are
interesting, studying them on a daily basis takes a lot of
time. Also, most network operators are primarily inter-
ested in cases where the delay suddenly changes, prefer-
ably within several minutes after the change occurred but
before the customers complain.

For this reason, we have developed a network delay
alarm. This alarm is based on the so-called “long term
average, short term average” ( TA-STA) algorithm. The

TA-STA algorithm starts by calculating the median and
percentile delays for both a long (the last 30 days) and a
short (30 minutes) interval. It then compares the results.

Fig. 12. TIllustration of the alarm message sent for the event shown
in gure 11.

If the 5 percentile of the short term interval is above 95
percentile of the long term interval, the alarm is set. In
other words: if 95 of the recent results are outside the
expected range, the alarm is set. If the condition disap-
pears, the alarm is cleared.

As there are often huge variations in the median de-
lay between day and night, we have split the day into 4
6-hour intervals (0:00 6:00, 6:00 12:00, etc) and only com-
pare day-time delays against day-time delays. This reduces
the number of false alarms. The process is run once every
15 minutes, this results in a response time of 15 to 30 min-
utes for an alarm. This is short enough to be useful, but
long enough to avoid “false” alarms based on short inter-
rupts in a connection.

An example of the alarm is shown in figures 11 and 12.
In figure 11, one sees the delay for a long interval. Although
there are outliers during the day, the majority of the data
points is concentrated around a median of 73.7 ms. During
the early hours on March 5, this changed when the median
delay went up to 80.5 ms. This triggered the alarm at 5:25
and an email similar to the one shown in figure 12 was
sent to the sites hosting the test-box. Around 11:00 the
condition disappeared again and an alarm cleared message
was sent. Of course, one cannot see from this plot what
caused the alarm.

The alarm code maintains state and only sends messages
when something changes. At the moment, operators are
notified by sending an email to a specified address, though
the use of SNMP is planned as future enhancement. Other
enhancements are a loss-alarm based on the same principles
as well as further tuning of the algorithm parameters.

II. UTURE DEVELOPMENTS IN DATA ANAL SIS

It is clear that there are far more interesting effects in our
data sample than we have seen so-far. In the near future,
we expect to expand the analysis in 4 directions.

o Trends in the data [21] and,
¢ Summary of daily plots,
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Fig. 1 . Plot showing the worst case dela .5 percentile between

2 test-bo es over a month period. Time along the -a isisin

ni seconds. One can see that the worst case dela , after an
initial improvement, slowl increases.

o Performance scores,
o Bandwidth Throughput.

A question that has been repeatedly asked to us is, “how
does the delay or loss between 2 points change over time”.
The motivation of this question is that an increase in de-
lay suggests that more and more of the available capacity
between those 2 points is being used and it might be time
to install more bandwidth there.

In order to answer this question, a small sub-project was
started [21]. As a first step, the day was divided into 4
6-hour intervals, 0:00-6:00, 6:00-12:00, etc, corresponding
roughly to night, morning, afternoon and evening in most
of the RIPE NCC service region. Then the median, 2.5
(best case) and 97.5 (worst) case delay was plotted for a
connection over time. An example of such a plot can be
seen in figure 13.

In this plot, one sees that the worst case delay slowly
increases over time, suggesting that, sooner or later, the
network will become overloaded and one might order more
capacity now, before the customers start to complain.

This approach looks quite promising. As a next step, we
therefor plan to turn the experimental code used for this
project into production code, then look at the results in a
systematic way.

This is a request from our customers. While the indi-
vidual plots, like the one shown in figure 9, show a lot of
detail about an individual connection, scanning all those
plots for a large number of connections on a daily basis is a
time-consuming task with a high probability of overlooking
something after a while.

For this reason, we plan to summarize the daily plots in
a few numbers that can be listed on a single page. The

Fig. 1 . ap showing the location of the test-bo es currentl in-
stalled. Not shown is the bo installed in New ealand.

page will also show these numbers for a longer period, say
a month, with the differences marked. That way, the host
of a test-box can quickly find the plots that changed and
concentrate his efforts on finding out why this happened,
without having to dig through large numbers of plots.

Related to this are so-called performance scores. We
have experimented with several formulae that all map the
key features of a plot on a single number between (say) 0
and 100. ey features are, amongst others, the delay be-
tween two points compared to the distance between those
points, packet loss, and variation in the spread in the de-
lays. The latter gives an indication of the total load on the
connection: if there are large variations, then (at least) one
hub is overloaded, causing queuing delays. An additional
advantage of this method is that one can compare ones
connectivity scores against ones peers. We are currently
investigating the best formula to calculate these scores, af-
ter this feature will be implemented and made available to
the test-box hosts.

Measuring the bandwidth was one of the original goals
of the IPPM WG [6]. However, setting a standard took
far more time than expected, though recent developments
seem to indicate that such a standard will emerge shortly.
We plan to implement a bandwidth measurement as soon
as the standard is available.
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III. UTURE GROWTH OF THE MEASUREMENT

NETWOR

At the moment, the network of test-boxes consists of
about 50 nodes at locations all over the world, see figure 14.
Each box measures to each other node, thus providing us
with information of all 50 possible paths.

This approach means that the amount of data to be pro-
cessed also increases quadratically as the number of test-
boxes increases. There will be a point where one cannot
cope with this data-volume anymore.

It is also the question whether all paths are of in-
terest, for example if an ISP A exchanges very little traffic
with ISP B, then those sites will not be interested in the
delay between their sites.

In order to avoid that we end up with more data than
we can handle, we plan to install test-boxes at “interesting
places on the Internet”. Instead of measuring to all boxes,
a test-box will then only measure to those boxes as well as
a set of boxes selected by the host of the test-box.

IV. CONCLUSIONS

In this paper, we have described the RIPE NCC Test
Traffic Measurements Service, a tool that can be used of
the shelf by ISP’s or similar organizations interested in net-
work performance. The device, the RIPE NCC test-box,
measure delays and losses according to well defined stan-
dards. Results are available on the web and can be easily
interfaced to other monitoring systems. Additional analy-
sis and new measurements are are being developed.

We have spent considerable time to ensure that this ex-
periment can run with as little operator experience as pos-
sible. Our running experience shows that this is indeed the
case and we expect that we can expand the network to at
least 200 nodes with the present resources at the NCC.
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